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“...narrow experiments and a selective assessment of evidence can be used to paint
an incomplete picture of LLMs’ cultural alignment properties” (Khan et al., 2025)

Value alignment strategies in Al tend to assume that preferences
are concrete manifestations of values, and preference-aligned
machines are also value-aligned machines. However, scholars in
philosophy increasingly note that holding this assumption may
lead to shortcomings with alignment efforts. This brief will
examine preferentism and human value theories as theoretical
foundations for alignment, identify where the model breaks down
and map new research directions in value alignment.
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Introduction

Value alignment is a concept that refers to efforts to
align Al technologies to human ethical and societal
standards, encompassing technical and social
aspects of identifying and translating human needs
(Gabriel, 2020). Most Al systems deployed at scale
are aligned with the implicit or explicit assumption
that if they behave in line with human preferences,
they will also behave in line with human values (Zhi-
Xuan et al., 2024). However, philosophical and
empirical literature on preferences distinguishes
between types of preferences and the degree to
which they reflect human needs and desires.

“Among topics that have commanded the
most serious attention, the challenge of
‘value alignment’ stands out. It centres
upon the question of how to ensure that Al
systems are properly aligned with human
values and how to guarantee that Al
technology remains properly amenable to
human control.” (Gabriel & Ghazavi, 2022)

In philosophy, the theory of preferentism has roots in
20th-century philosophical and economic theories
connecting the pursuit of pleasure and the
satisfaction of preferences. From these early
theories emerges the distinction between revealed
preferences and ideal preferences (Samuelson,
1948). Revealed preferences refer to how people’s
desires are acted upon in real life through the
choices they make (Samuelson, 1948). Ideal
preferences refer to people’s desires that would
manifest if they were rational and informed in an
ideal world (Samuelson, 1948). This distinction
importantly points to the idea that people’s actions
may or may not reflect their actual desires.
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The notion of preferences has been extended to value
alignment methods, where the focus is on
extrapolating information about the preferred
behavior of Al systems through revealed preferences
(Gabriel, 2020). Human preferences, or synthetically
generated preferences from LLMs, are used to train
models about how they should or should not behave
in a variety of ways. In some cases, preferences are
used to train models through ranking and comparison
(preference learning, others use preferences to guide
models to learn through trial and error (reinforcement
learning from either humans or Al feedback), and
some also directly embed preferences into models
(direct preference optimization) (Wang et al., 2024).

How Preferentism Manifests in Value Alignment
Preferences and Satisfaction

The connection between the satisfaction of
preferences and good/utility has been recognized
across disciplines. Economic theories have
operationalized this connection by using it to
characterize the behaviors of individuals regarding
the consumption of goods and services (Hausman &
McPherson, 2009). Preference satisfaction theories
purport that the satisfaction of individual preferences
can be a suitable proxy for welfare (Hausman &
McPherson, 2009). According to this tradition,
welfare can be understood as intrinsically good and
constitutes the basis for moral and policy evaluation
(Fumagalli, 2021; Hansson & Griine-Yanoff, 2024).
One argument is that welfare can be operationalized
through preference satisfaction on the grounds that
an individual’s well-being increases as their
preferences are satisfied (Fumagalli, 2021). Welfare
can then be used to evaluate the outcomes of things
such as policy interventions or market arrangements.
However, this account has been criticized for its
reliability in tracking well-being by many scholars, as
preferences can be imperfect, such as in the case of
misinformed preferences  (Hausman, 2011).
Preferences may also be adapted to constrained
circumstances, meaning they may fail to reflect ideal
preferences (Sen, 1999).
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Value alignment theories have a foundation in
theories connecting preference and satisfaction. The
concept of optimizing for human preference
satisfaction can be seen in various value-alignment
methods such as reward modeling and reinforcement
learning from human feedback (RLHF) (Zhi-Xuan et
al.,, 2024). These are important because they allow
practitioners to assign values to options based on
expressed and elicited human preferences, as well as
connect them to abstract, normative concepts. The
targets for alignment, which include human
preferences, instructions, interests and values, are
distinct from one another and serve different
purposes in alignment (Gabriel, 2020). In this way,
methods that use preferences for value alignment
should ideally allow models to align with human
desires, objectives and interests (McKinlay et al.,
2026).

An ideal model can be characterized as behaving in
certain ways which are preferred over other ways of
behaving (Gabriel, 2020). These preferences can then
point to underlying values that encompass numerous
other behaviors, which are then operationalized in
accordance with the grounds that well-being
increases as preferences are satisfied (Gabriel, 2020).
For instance, explainability could be understood as
the preference for models to articulate their decision-
making processes to users. Fairness could be
interpreted as avoiding offensive stereotypes of
marginalized populations. These preferences could
then be used to illustrate the various values that
should be embedded into systems.

Zhi-Xuan et al. (2024) label current value-alignment
methods as falling under the preferentist account of
value alignment. Preferentist accounts use human
preferences about model behavior to shape
normative standards about how models should
behave. In value alignment, preferences are
oftentimes conceived as the distillations of broader,
more abstract concepts that define the desired
behavior of a system (Zhi-Xuan et al., 2024). Thus, the
implicit claim behind these methods is that since
preferences are assumed to be instantiations of
values, aligning models to preferences would also
amount to aligning with human values (Zhi-Xuan et
al., 2024).
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However, preferences are oftentimes focused on the
individual, which poses issues when using them to
steer systems desired for groups of people.
Furthermore, preferences can reflect superficial or
fleeting desires. Issues such as these affect the
robustness of systems which are aligned according
to preferences but still fail to engage extensively with
the contextual factors in which preferences are
embedded. The following sections will outline various
weaknesses of the preferentist account according to
key critiques.

Aligning With Intended Societal Uses of Al and
Collective Values

Zhi-Xuan et al.'s argument can be extended to the
idea that the problem is not solely with the fact that
current value alignment techniques focus on
preferences, but that relying on preferences without
discussion about what those preferences are
intended to represent is insufficient (2024). While
preferences may be instantiations of individuals’
values and even be representative of groups of
individuals when aggregated, Al may need to operate
in spaces that are subject to collective and group
values.

For instance, Al used in healthcare settings may need
to abide by not just individual hospital standards, but
the ethical norms in the healthcare profession in
which Al is being used. Nurses may be trained to
focus on holistic care and patient advocacy, while
physicians could focus more on accurate diagnosis
and treatment. However, both professions operate
according to bioethical principles such as autonomy,
justice, beneficence and non-maleficence
(Beauchamp & Childress, 1979). These differences
may not be clear if the two groups are aggregated
and, therefore, result in misalignment.

Therefore, Als should move beyond individual
preference satisfaction and toward contractualist and
situated ways of alignment that account for the
preferences of multiple stakeholders. Rather than
committing energy to aligning Al systems to what Zhi-
Xuan et al. (2024) describe as commitments to
universal preference-based standards, Al systems
could be more like purpose-built tools (Zhi-Xuan et
al., 2024). Incorporating this kind of alignment would
accept some margin of error for misalignment since
the systems would not claim to be suitable for every
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setting. Rather than aligning to everybody’s
preferences, energy would need to be directed into
practitioners finding and eliciting the appropriate
cooperative norms to align with.

Refining How Preferences are Represented in Models

Furthermore, research has shown that current large
language models developed on conventional
preference-based methods cannot be said to reliably
represent human values or demonstrate consistent
behavior across contexts. Technically speaking,
current value alignment methods, which rely on
preferences, do not seem to guarantee overall value
alignment in the sense of Al systems behaving
consistently with given ethical standards. While the
body of literature is nascent regarding value systems
within LLMs influenced by data containing human
preferences, there is evidence that Al models may not
yet be internally aligned with consistent values.

For example, recent research on the lack of cultural
alignment of available LLMs has also called into
question the presence of consistent values. A 2025
paper on cultural alignment found that survey
methods which assess LLMs’ cultural alignment fail
to satisfy stability, extrapolability and steerability
assumptions (Khan et al., 2025). The findings suggest
that in some cases, alignment is often an artefact of
evaluation design rather than a genuine property of
models. Even when LLMs display stable value
orientations, standard evaluation methods may be
overly sensitive to methodological choices to be
reliable. Another paper found that LLMs only
displayed coherent value structures consistent with
empirically backed theories of human values when
they were given person descriptions and prompted to
have a “personality” (Rozen et al.,, 2024). Without
these additional steps, the models’ values seemed to
be contingent on the prompt (Rozen et al., 2024).

While “aligned” models may be faithful to the
preferences they are trained on, current methods of
value alignment may yield models with incoherent
value systems. This could then translate to their
behavior in unpredictable ways.

The Attitude-Behavior Gap

Using the preferentist account runs into the issue that
preferences may be both an unreliable source of
information about how human values manifest in
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people as well as an unreliable sign of the degree to
which models are aligned with human values. Both
can be mapped to literature about the attitude-
behavior gap. This theory refers to the observable
difference between what people say they prefer and
what they do (LaPiere, 1934; Wicker, 1969).

However, individual-level information may not be
available to practitioners when using data sets to train
models based on preferences. People’s actions may
be constrained by their environment, the fact that
they could be making a tradeoff with another value or
other circumstances that cause them to behave in
ways that do not actually match their values
(Beshears et al., 2008).

Furthermore, people may not behave consistently
with their preferences in observed data if they are
uncertain. A study on two decision-making
experiments showed that approximately half of the
participants displayed choice patterns inconsistent
with standard models of rational preference (Cettolin
& Riedl, 2019). Assuming that, individuals’ actions
reflect their preferences can lead to inaccurate
perceptions of what they really want.

New Directions
Context-based Value Alignment

Preferentist forms of alignment can abstract
preferences away from relevant contextual details.
Important information can be lost about why choices
are made, the environment that could affect decision-
making, and who is informed about the decisions
they are making.

Thick Concepts and Conceptual Depth

In philosophy, thin concepts such as “bad” or “good”
carry evaluative force with minimal descriptive
content, while thick concepts such as “cruel” or
“honest” track features of the world and evaluate
them (being both action-guided and world-guided)
(Vayrynen, 2013; Williams, 1985). Therefore, there is
context provided as to why something is “bad” (e.g.
“unkind”), which could help one understand the
reasons as to why that evaluation was made.
Preferences which are attached to descriptive
content, such as reasons as to why those
preferences are held, other evaluations or
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assumptions are held alongside that preference,
provide justification that helps support the decision.

In value alignment, thin and thick values draw a
similar distinction. According to Edelman et al. (2025),
thin values are descriptively superficial, easily
personalizable, and provide little to no justification for
why they should exist as norms. Thick values provide
more information about how they meet the criteria for
being a norm (Edelman et al., 2025). Alignment to thin
values runs the risk of setting norms that arise from
manipulation, addiction and power imbalances
(2025). Thin alignment could mean that models are
not equipped to morally reason why preferences are
held or how to navigate complex situations. Edelman
et al. suggest that thick models of values should
contain a limited definition of a value that is
normatively and/or empirically justified (2025). That
way, Al agents aligned to those values are also
aligned to justified societal norms (Edelman et al.,
2025).

In sum, the distinction between thick and thin values
and concepts speaks to the importance of having
information about proposed norms such that it is
possible to make a moral evaluation as to whether
they should be norms at all.

Relational and Bidirectional Alignment: Strong and
Weak Alignment

Another set of strategies for value alignment focuses
on human-Al interactions and how Al can better
understand humans and vice versa. Rather than
focusing on the kinds of information that could be
beneficial to add to the preferentist model, these
theories look at ways that Al and humans can better
understand each other to get the requisite
information for value alignment.

“...what is specifically lacking is a human-
like ability to acquire causal internal
models of the world as well as of other
agents, so as to infer their intentions and
the possible consequences of their
purposive actions.” (Khamassi et al., 2024)
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Khamassi et al. (2024) distinguish between strong
and weak alignment to differentiate Al agents that
understand complex values from those that do not.
They demonstrate this distinction in their experiment,
where they showed that common LLMs such as
ChatGPT, Gemini and Copilot succeeded in
identifying complex human principles, such as
human dignity, when asked to conduct statistical
pattern-matching. When the same LLMs were asked
to identify human values in ambiguous situations that
required understanding of causation and
intentionality, they failed.

According to Khamassi et al., weak alignment
strategies can teach models how to mirror human
patterns by relying on signals that point to human
values without a deeper understanding of what the
patterns entail. They state that current methods lean
towards weak alignment, where models can produce
statistically correct answers in common situations but
cannot ensure that they are true because they lack
reasoning abilities and the ability to predict the causal
effects of agents’ actions (Khamassi et al., 2024).
Strong value alignment follows three principles: an
understanding of human values, the ability to reason
about agents’ intentions and the ability to represent
the causal effects of actions (Khamassi et al., 2024).

Their proposal is to develop technical strategies that
could give Al models the cognitive abilities to better
understand real-world contexts and the moral agents
with whom they interact (Khamassi et al., 2024).
These should involve understanding agents'
intentions and how their actions affect their
environment. The authors state that this could be
accomplished by developing benchmarks and
protocols grounded in cognitive science and
psychology (2024).

Bidirectional Alignment

While Khamassi et al. (2024) focus on the cognitive
abilities needed for Al to understand human values,
Shen et al. (2024) take a complementary approach by
examining the conditions under which both humans
and Al systems may fail to understand each other.
Their theory of bidirectional value alignment calls on
Al practitioners to engage in human “alignment” as
well as Al alignment. The paper discusses five
common value alignment challenges. To frame one of
these challenges, they draw on the distinction of inner
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and outer alignment (Shen et al., 2024), where outer
alignment refers to the challenge of specifying the
purpose and goals of an Al system, while inner
alignment refers to ensuring that the system adopts
those specifications in its behavior (Shen et al., 2024).
Misalignments in each category require different
approaches. Well-specified goals can be undermined
if the system develops divergent internal optimization
processes, and a system that adopts specifications
robustly may still produce misaligned outcomes if
those specifications were poorly defined.

Shen et al. use this framework to explain how Al
systems can fail to align with humans and conversely,
how humans may fail to align with Al (2024). They
describe aligning Al to humans using traditional
training and finetuning methods to bring Al systems
in line with human interests. On the other hand,
aligning humans with Al involves empowering
humans to learn from, collaborate with and exchange
knowledge with Al systems in ways that can augment
human abilities and achieve shared goals. Both
directions are necessary for successful alignment.
They further propose that achieving this would
involve three stages: eliciting nuanced values through
diverse interactions, adapting humans and society to
Al advancements, and empowering humans to
identify and intervene in Al instrumental and final
strategies (Shen et al., 2024). Together, these three
stages from both directions can help to more
accurately identify Al goals and behaviors to align
with human interests.

Shen et al. (2024)’s framework, therefore, extends
societal responsibilities beyond ensuring the
technical utility and robustness of Al systems to also
support human autonomy and capacity in human-Al
engagement.

Ethical considerations

These criticisms of preferentism generate ethical
obligations for practitioners to take into account
distributive justice and fairness, and ensure
continued responsibility for Al systems and effective
Al governance. However, they also propose future
directions which may provide solutions to mitigate
the current downfalls of preferentist-based strategies
for value alignment. This section extends the
discussion of preferentism by outlining related ethical
considerations of both existing approaches and
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future avenues for value alignment, providing an
ethical analysis of both for practitioners to draw from.

Distributive Justice and Fairness

A recent study on community-based norm elicitation
for Al alignment within historically disadvantaged
groups in the United States found differences
between rules discussed within the sample and
developer rules (Bergman et al., 2024). As with other
disadvantaged groups, there were socio-political
nuances and histories of oppression that influenced
differences in preferences compared to the general
population (Bergman et al., 2024). Value alignment in
these contexts should involve stakeholders from
affected groups to accurately identify values and
support their autonomy in deciding the appropriate
direction for Al use.

“By and large, study participants were not
looking to have their beliefs validated or
contested by LLMs; rather, they sought

reasonable, helpful, and nuanced answers

that showed consideration for the complex
reality of socio-political issues.” (Bergman
et al., 2024)

In their systematic review and bidirectional human-Al
alignment framework, Shen et al. (2024) reinforce the
point that alignment should be an ongoing, mutually
engaged process involving humans and Al. This
critique implies that deliberative and participatory
processes within affected communities are
necessary to define the norms Al should embody.
Moving beyond preferentism creates societal
obligations to actively engage in dialog to accurately
articulate the values Al systems should reflect.

However, participatory forms of alignment carry their
own distributive risks, as the onus falls on societies
and groups of individuals to produce and
communicate their values. A consideration is that the
quality of alignment could then be contingent on the
social infrastructure available to facilitate those
democratic processes. Participatory and deliberative
value alignment methods could exacerbate existing
societal inequalities between those with the capacity
to participate and those without. Al use within
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deliberative processes has shown that well-
resourced groups may dominate participatory
settings, leading to unequal contributions (Tessler et
al., 2026). Thus, participatory methods may work well
in settings where participants are relatively equal in
terms of resources and support. On the other hand, it
may be highly unrealistic to attempt to do so in
settings without the resources or infrastructure to
support democratic processes.

This brief argues any move towards deliberative value
alignment techniques that require community co-
operation should be accompanied by attention to
those who do not have the capacity to participate.
Moreover, practitioners should take responsibility for
the necessary support so that all relevant individuals
can contribute to value-identification processes.

Responsibility

If the development of enhanced cognitive abilities in
Al systems succeeds, society should be prepared for
the responsibilities that follow from the emergence of
qualitatively different agents. If future developments
enable agents to understand intentionality and
causality, as per Khamassi et al.’s (2024) proposal in
their account of strong alignment, they could
hypothetically engage with the contexts and
relationships in which those preferences arise. A
hypothetical future in which people engage in
deliberative processes to determine values, as Zhi-
Xuan et al. (2024) discuss, or in which top-down
efforts foster Al literacy across populations, as Shen
et al. (2024) propose, represents a qualitatively
different kind of integration between humans and Al.

Shen et al. (2024) state that bidirectional alignment
would involve the mutual co-evolution of humans and
Al systems over time. In order for that to happen,
current regulatory frameworks and best practices
need to also change to accommodate the shifting
socio-cultural and legal milieu. If Al systems become
more tightly embedded in society and agents are
given greater autonomy, it could become more
difficult to audit their behavior by inspecting
individual points of value alignment. Existing legal
and policy standards would then need to
accommodate the current ways humans use
technology in society.
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Therefore, responsibility for Al systems needs to be
distributed appropriately throughout the alignment
process and continuously re-evaluated as systems
and their uses evolve.

Governance

If value alignment is an ongoing process that needs
to move beyond the design stage into real-world
evaluation of use cases, then so is Al governance.
Jobin et al.'s (2019) survey of Al ethics guidelines
finds broad convergence on abstract principles but
significant divergence in how those principles are
operationalized. This suggests that abstract ethical
commitments are insufficient without domain-
specific guidance. Without the vocabulary to
recognize when alignment choices draw from unjust
assumptions, practitioners will have difficulty
assessing the philosophical adequacy of alignment
paradigms underlying Al systems. This brief argues
that current Al governance structures should place
greater emphasis on interdisciplinary literacy,
enabling alignment across multiple perspectives.

Secondly, best practices and ethical guidelines
provide context-sensitive criteria where regulatory
frameworks like the EU Al Act cannot. Al governance
needs to involve normative standards shaped by
researchers and practitioners with insight into the
relevant issues in specific domains.

Looking forward, value alignment needs to involve
governance that reflects society's needs and
interests. Although these proposed criticisms and
directions are based on technical value alignment,
they also address how scientific leadership can guide
practitioners and labs during this time of transition to
view the project of value alignment holistically.

Conclusion

The positioning of preferences as normative, or how
things should be, when they are descriptive of how
things are, within value alignment techniques, can be
a source of technical and ethical issues. Alignment
research should not continue advancing down a path
that is philosophically naive about the concepts it is
trying to operationalize.

As the default foundation of value alignment,
preferentism has been the tractable choice for
practitioners seeking to learn from behavioral data
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and quantify human behavior and choices. Critics of
current alignment strategies propose strategies that
account for contextual depth and relational
alignment. Doing so could address current
shortcomings such as the potential
misrepresentation of collective values, instability in
representing real and revealed preferences, and
technical issues in representing stable preferences.

New directions in value alignment propose alternative
ways to construct norms using preferences, adding
context to preferences within the training dataset.
However, even these techniques raise ethical
considerations that must be taken into account
during development and implementation.
Furthermore, current techniques taken alone may not
accurately represent the preferences of the target
user groups because they place too much focus on
individually held preferences rather than collectively
decided norms. These advances carry their own
ethical costs, particularly around whose contextual
norms are encoded, who decides what counts as
adequate reflection, whether individually elicited
preferences can ever fully represent collectively held
values (Fricker, 2007; Birhane et al., 2022).

The field of value alignment should engage in more
in-depth philosophical examinations of existing
alignment theories to map gaps and implicit
assumptions that may be impeding practitioners'
progress. Researchers and practitioners should look
towards existing philosophical literature on
preference, welfare and adaptive preference
formation to inform technical work. After all,
alignment is, at its core, a normative project which
has profound consequences for system behavior.
Therefore, it is imperative that we continuously
evaluate not only the robustness of technical
methods, but the norms and assumptions under
which value alignment occurs.
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